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1 Motivation

Policies learned with imitation learning often suffers from the distributional shift problem, which arises from causal
misidentification: the agent incorrectly associates effects from past actions in current observation to the current action [2].
To ensure robustness to distributional shift, the agent must learn the correct set of features in current state that affect the
expert’s action [2]. In this project, we aim to assert which features are necessary for the overall success of our agent.

2 Physical Problem Setup

We worked with cuboid-shaped objects for grasping and selected a list of 4 boxes of different lengths. We chose 4
containers, one transparent and three opaque, of different widths and lengths. The test set includes all 16 pairs of objects
and trays. These objects are shown in Figure 1. We simplified the problem by reducing the boxes to a line and consider
only its lengths, which, following the order in Figure 1a, from left to right are 28.5, 14.8, 15.3, 12.9cm. The locobot grasps
each box in the middle in a fixed configuration, as shown in Figure 1a. We have chosen the boxes so that the gripper can
always fit. For the trays, we only consider their widths and lengths, which following the order in Figure 1b, from left
to right are [12.0, 12.5], [8.5, 12.0], [10.0, 15.0], [15.3, 28.0](cm). In order to test how color affects our models, we create
sleeves for the boxes, and we only consider two colors: black and white.

Given a vector c = [cb, ct, lb, wt, lt] ∈ R5, where cb is the color of box, ct is the color of the tray, lb is the length of
the box, wt and lt is the width and length of the tray, respectively, we feed c into the precondition model fp to determine
lp = fp(c), where lp = 1 indicates that the box can fit into the tray, and the locobot continues to grasp the object that is
placed at a fixed location. The locobot then transfers the box above the tray, which is also placed at a fixed location, in the
configuration show in Figure 2. If lp = 0, the trial ends, and the locobot proceeds to the next pair.

Next, we feed c into the WGAN [1] model fgan to determine θ = fgan(c), where θ is the angle that needs to be
turned with respective to the current orientation in order for the box to fit into the tray.

Originally, we planned to have [pb, pt] = fv(I), where I is an image captured by locobot and fv is the visual
component; pb = (xb, yb, zb) is the position of the center of the tray, and pt = (xt, yt, zt) is the position of the center of
the box.

Tray
Box tray-0 tray-1 tray-2 tray-3

box-0 3
box-1 3 3 3
box-2 3 3 3
box-3 3 3 3 3

Table 1: Ground truth label of whether box-i can fit into box-j.
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(a) Boxes. From left to right, box-0, box-1, box-2, box-3.

(b) Trays. From left to right, tray-0, tray-1, tray-2, tray-3.

Figure 1: Boxes and trays in test set.

3 Data Collection Process

3.1 Simulated Data Collection

We initially attempted to obtain trajectories from the Gazebo simulator; however, as the gazebo simulator was running
on an Ubuntu virtual machine, the data collection process was impeded by overheating and frequent losses in connection.
As the success of our insertion task can be approximated using simple trigonometric constraints, we attempted to hard-
code the constraints of the box and trays, for faster prototyping. We project the perimeter of the bounding-box of the tray,
as well as the box, to a fixed set of axes. Next, we compare their projections and assert if the tray’s projection completely
encompasses the projected bounding box of the rotated box. Thus, we are able to circumvent the computationally expen-
sive Gazebo simulator by merely providing the constraints required for a successful insertion. Using this interface, we
attempt to learn both the precondition mapping from the context space to the Boolean space of success and failure, as well
as a generator that learns a mapping from the context space to the end-effector subgoal space. We choose a WGAN [1], as
the framework requires us to only provide a set of expert demonstrations without any labels. The two player setup learns
to reconstruct the input conditioned on the context variables [1].

3.2 Real-world Data Collection

We attempted to use the teleoperation code of PyRobot, but the locobot experienced frequent shut-down when the
motor is over-heated. Therefore, we wrote our own program, which can collect trajectories even when the robot arm needs
to reach for objects not close from the base. We place a box and a tray at position (xb, yb, zb) and (xt, yt, bt) respectively,
and we need 2 trajectories: J1 for going from home position to (xb, yb, zb) and J2 from (xb, yb, zb) to (xt, yt, bt + 0.5)
(an additional 0.5 in the z-direction because we want to calculate θ before rotating the gripper and dropping the box into
the tray).

We have tried a few options:

• Use robot.arm.set ee pose pitch roll. We will set pitch=1.57, which corresponds to gripper facing
downward, and roll=0, where the gripper does not rotate and stays in default orientation. We then only need to
set position=(x, y, z). This is the easiest option for grasping object that is placed close to the base and in a
direction that aligns with the front-facing gripper. However, it is unclear the exact path that the arm will follow to
go from home to a (x, y, z) position, so we often need to observe the arm for once to make sure that the tray and
the box are not interfering with the arm, and we need to mark the place that the arm gets to at the end.

• To have more freedom in terms of the gripper’s orientation and how much to rotate the gripper, we have another
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Figure 2: Configuration of box before it is turned and dropped into the tray.

program that can interactively query humans to control the 5 joints. At each iteration, the human can provide
(j, i, k), where j ∈ {0, 1, 2, 3, 4} corresponds to one of the 5 joints; i ∈ {0, 1}, where 1 and 0 represent moving the
arm forward/backward, inward/outward, left/right depending on j, and the script will prompt instructions; k ∈ R+,
indicating how much to move the arm. The locobot will then set joint positions to reflect the command,
and the users can revert the action if they are not satisfied with the movement. Once confirmed, we record the
current position and orientation in quarternion. We learnt that we get much fewer planning-failures from PyRobot
when using set ee pose with quarternion rather than Euler’s angle.

At the end, we will have (J1, J2)ij for every pair of box-i and tray-j saved to files; we then use set ee pose to
replay the recorded positions and orientations.

4 Algorithm and Implementation

Algorithm 1 GAN Training in Simulation

1: Initialize the Generator and the Discriminator
2: Initialize CriticFrequency = 5
3: Load the dataset of expert demonstrations
4: for i← 1, 500 do
5: for i← 1, CriticFrequency do
6: Sample noise z ∼ N(0,1)
7: Sample context vector c = [cb, ct, lb, wt, lt]
8: fakeR = G(z, c)
9: sample realR from the expert dataset

10: Compute Gradient Penalty using:
11: ∇w

1
N

∑
[D (realR)−D (fakeR)]

12: Clip Gradient Penalty between -1 to 1
13: Update Discriminator
14: end for
15: Compute Generator Loss using:
16: ∇w

1
N

∑
[D (fakeR)]

17: Update Generator
18: end for
19: Return Generator

Algorithm 2 Supervised Precondition Learning

1: Initialize the PreconditionModel
2: Load the Logged Preconditions Dataset
3: Partition into Mini-Batches
4: for i← 1,miniBatches do
5: Sample mini-batch of contexts c = [cb, ct, lb, wt, lt]
6: Sample mini-batch labels
7: precondEstimate = PreconditionModel(mini-batch)
8: Compute Supervised Loss with mini-batch labels
9: Update weights of PreconditionModel

10: end for
11: Return PreconditionModel

4.1 GAN Training

We used a conditional Wasserstein GAN [1], and we trained a critic and a generator model, conditioned on the context
variables c. The generator is composed of a four layer feed-forward network comprising of 8 hidden units. We used a mix
of leaky Relu and Sigmoid activations, and a dropout of 0.2. We trained for 500 epoch, using the Adam optimizer and a
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learning rate of 0.0002. Our critic also comprises of a four layer feed-forward network with 16 hidden units. We used a
mix of leaky Relu and Sigmoid activations and a dropout of 0.2. We trained for 2500 epochs, using Adam optimizer and a
learning rate of 0.0002. Our critic is updated at 5 times the frequency of our generator. We found that training with three
times the frequnecy degraded the performance of the GAN, and training above 5 times the frequency provided minimal
benefits in terms of convergence.

As delineated in Algorithm 1, we load the synthetic dataset created using the constraints mentioned in Section 3.1.
From this dataset, we remove the datapoints that correspond to unsuccessful trials. This ensures that we are left with
successful trials that would lead to a satisfactory insertion. We use this reduced dataset as our expert demonstrations.
Next, we initialize our Generator and Discriminator. It should be noted that in the Wasserstein GAN literature, the
discriminator is also referred to as the critic [1]. As this is purely nomenclature, we also use the two interchangeably. We
run our algorithm for 500 epochs, and iteratively train our Generator and Critic. As mentioned above, we update our critic
five times more often, as compared to our generator, to ensure convergence. We sample both noise and a context variable,
and feed them both as input to our generator. Next, we sample a real rotation from our dataset and compute the gradient
penalty to train our critic [1]. After five iterations of training the critic, we perform one update step for our generator, and
repeat the process till convergence.

Figure 3: Illustration of calculating the error of the generated gripper rotation.

(a) GAN Training. The red region shows the ideal region in which
the discriminator is unable to distinguish the real from the fake

(b) Precondition Training. We see that during the end of training,
the model slowly starts to over fit and reaches a maximum of 98%
accuracy on the training dataset

Figure 4: GAN Training plots.

4.2 Precondition Model Training

We implemented the precondition model with a MLP that takes in c = [cb, ct, lb, wt, lt] ∈ R5. The MLP is composed
of a three layer feed-forward network comprised of 4 hidden units. We used a mix of leaky Relu and Sigmoid activations
and a dropout of 0.2. We trained for 500 epoch, using Adam optimizer and a learning rate of 0.001.

As delineated in Algorithm 2, we load the synthetic dataset that we created using the constraints mentioned in Section
3.1. In this case, we exclude the actual end-effector positions and solely focus on whether the insertion was successful or
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not. We proceed by taking this dataset and splitting it into mini-batches for training. We iteratively compute the estimate
of the precondition conditioned on the context vector, and compute the associated supervised loss. We then update the
weights of our model using this loss until convergence.

4.3 Harris Corner Detector

For each box, we put 4 marks at the corners and 2 marks in the middle of the edge of the box. We then use Harris
Corner Detection [3] to identify the marks in the image I captured by locobot. We identify 50 corners at a time, because
otherwise the detector might miss a few positions; we then remove overlapping or close corners using pairwise Euclidean
distance. Lastly, we cluster the corners to separate those of the box’s and those of the tray’s and average the positions of
the corners to get the center position.

5 Results and Discussion

5.1 GAN and Precondition Model Performance

We compared the generated end-effector positions to the ground truth. We found that the mean deviation normalized
according to the l2-norm of the vector is 0.0577. This implies that for a given unit vector in the hyperspace defined
by the generator’s output, we see a mean deviation of 0.0577 from the ground truth. However, as illustrated in Fig. 6,
we notice that the generator’s estimate is not entirely independent of the color of the boxes and trays. As the observed
reconstruction loss is negligible, we conclude that the generator has learned to ”cheat” on the dataset, by learning to output
rotations that are centered around the 60� mark, and fine-tuning these estimates, by over-fitting to the context variables.
The model learned that a rotation of approximately 60� will ensure that the box goes into the tray, and uses the rest of
its computational prowess to fool the discriminator, instead of learning causal features. We attempted many different
methods to alleviate this issue, such as adding information bottlenecks [4], and even reducing the amount of noise fed into
the generator. However, this remains an open issue for future work.

5.2 Harris Corner Detector Performance

We evaluate the performance qualitatively on pairs of boxes and trays, and one example can be seen in Figure 5. We
did not include the detector in the real-world test because of the discrepancies between the actual position and the ones
outputted by robot.camera.pix to 3dpt. We can see in Figure 5b, Harris Corner Detector [3] is not robust against
lighting and reflections.

(a) Corners detected on box-2. (b) Corners detected on tray-2.

Figure 5: A more difficult box-fitting example.

5.3 Locobot Performance

For a given pair (i, j), we show whether the locobot can fit box-i into tray-j in Table 2, where blank means that
the precondition model fp predicts lp = 0 and the locobot never attempts to fit box-i into tray-j. Otherwise, fp outputs
lp = 1, and 0 in the table represents that the locobot cannot fit box-i into tray-j, and 1 represents success.
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Tray
Box tray-0 tray-1 tray-2 tray-3

box-0 1 1 1 1
box-1 1 1 1 1 0 0 0 0 1 1 1 1 1 1 1 1
box-2 1 1 1 1 0 0 0 0 1 1 1 1 1 1 1 1
box-3 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1

Table 2: Results of inserting box-i into box-j. For each pair (i, j), we have 4 values, which are results for combinations
(cb, ct) of box (cb) and tray (ct) color; from left to right: (white, white), (white, black), (black, white), (black, black).

We note that all failures occur with tray-1; box-1 and box-2 cannot fit into tray-1 in reality, so the precondition model
is at fault for outputting lp = 1. Indeed, tray-1 presents a tricky case, because it is slightly smaller than tray-2, and its
shape is trapezoidal, where the bottom is narrower than the top. Moreover, box-1 and box-2 are only a few centimeters
longer than box-3, which can fit snugly into tray-1. This failure demonstrates that our precondition model needs to be
more robust against these edge cases, where precision matters.

From Table 2, we see that neither the color of the box nor the color of the tray influences the success of putting box-i
in tray-j. In Figure 6, we show the rotation degree for different combinations of box and tray color, where ”nan” means
that lp = 0 for the box-tray pair, and the locobot never attempts to fit the box into the tray. We note that even though
color does not affect the end results, but the rotation degrees do vary across colors. We think that since the manipulation
here does not require very high precision, there is a wide range of allowed degrees of rotations, which is why we received
successful results. However, this variation shows that the GAN model falsely took color into account.

We demonstrate one interesting case: box-2 and tray-0, where box-2 can only fit diagonally into the tray, as show in
Figure 7. This example shows that our GAN model is aware that turning the box to fit into the diagonal of the tray has the
highest success probability. However, we note that the GAN model learns to ”cheat” by always turning the box, even in
cases where fitting into the tray does not require rotating the box at all. For example, box-1 and 3 can easily fit into tray-3
without any rotation, and box-2 can do so with a slight rotation.

6 Future Work

One limitation is that we did not incorporate the Harris corner detector in our final tests. We can potentially re-
solve the inaccuracy in transforming from pixel location to location in 3D-space by training a model to systematically
remove the measurement noise. Without the inaccuracy, we will identify cb/ct, and use bounding boxes or draw polygons
connecting the detected corners to collect lb, wt, and lt.

Furthermore, it would be interesting to test our setup against a behavioral cloning framework [5]. We could learn
a deterministic mapping from context variables to end-effector positions. This could potentially reduce the variation in
the end-effector estimates. This could help us assert if the choice of a generative model is impeding the counterfactual
reasoning process. As illustrated in Figure 6, we see that the generator has ”cheated” and identified that rotating the
end-effector by approximately 60� solves almost every insertion task. Also, as the generator is taking as input noise, we
suspect that this could impede convergence, when compared to supervised learning frameworks like behavioral cloning
[5].

In the future, we intend on extending this line of research to generating complete trajectories instead of only sub-
goals. We intend on extending our GAN setup to generate not only goals, but also and weights for a DMP.
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(a) Rotation degree for white box and white tray. (b) Rotation degree for white box and black tray.

(c) Rotation degree for black box and white tray. (d) Rotation degree for black box and black tray.

Figure 6: Rotation angles for different combination of box and tray color
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